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Abstract

We present the first capability decomposition
of tool calling for sub-1B encoder-decoder
language models. We separate format disci-
pline, tool selection, argument fidelity, and
multi-turn state tracking across three tiers of
difficulty. Recent encoder-decoder research
has reported strong general-benchmark results,
but it has never tested whether these mod-
els can act, and small-model tool-calling re-
search has focused exclusively on decoder-only
architectures. To address this gap, we fine-
tune T5Gemma 2 (270M/1B) to emit JSON
tool calls from a bidirectionally encoded con-
text, “context in the encoder, action out of
the decoder”, and train decoder-only twins
(Gemma 3, FunctionGemma) on identical data
and recipes as controls. At 270M, the encoder-
decoder model doubles exact tool selection
compared to its decoder-only twin (0.69 vs.
0.34) and more than triples exact calls (0.39
vs. 0.12). It also outperforms the twin on
multi-hop question answering, and the gap
shrinks but persists at 1B. The negative result
is equally clear: every fine-tuned model com-
pletes at most 14.5% of the held-out multi-turn
dialogues, and failure analysis attributes this
drop not to formatting but to wrong tool se-
lection and to under-calling inherited from the
training distribution. Code, data and adapters
are available at https://github.com/
AlexRey/T5GemmaTools

1 Introduction

A tool call is a natural language generation problem
that has a hard constraint: the model must map an
open-ended dialogue context to a JSON object that
names a function from a closed set and grounds
its arguments in the conversation. For on-device
and cost-constrained agents, this generation step
must work in models that are far smaller than those
usually used for this task. Whether an alternative
architecture can do this is unknown.
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A wave of concurrent work is re-examining
the encoder-decoder transformer at modern scale.
This includes the adaptation of decoder-only check-
points (Zhang et al., 2025b,c), prefix-LM pre-
training comparisons (Zhang et al., 2025a), and
efficiency-focused small encoder-decoders for edge
devices (Elfeki et al., 2025). All of this work
evaluates general benchmarks after instruction tun-
ing (Longpre et al., 2023) or distillation, but none
of it evaluates tool use in agents. Conversely, small-
model tool calling, such as the xXLAM family (Liu
et al., 2024; Prabhakar et al., 2025) and the Berke-
ley Function Calling Leaderboard (BFCL) (Patil
et al., 2025), has been explored only with decoder-
only models. These two lines of work have not yet
intersected.

We fine-tune TSGemma 2 encoder-decoders at
270M and 1B to read the entire context (sys-
tem prompt, tool schemas, full conversation) in
the bidirectional encoder and emit only the ac-
tion from the decoder. We evaluate on a three-
tier difficulty ladder (clean single-turn; messy-
schema conversational; fully held-out multi-turn)
and control the comparison by training decoder-
only twins, Gemma 3 270M/1B (Team, 2025) and
the function-calling-specialized FunctionGemma-
270M (Google, 2025), on identical data with an
identical recipe. Our contributions:

* We present the first tool-calling evaluation of
sub-1B encoder-decoder LMs, decomposed
into format discipline, tool selection, argu-
ment fidelity, and multi-turn state tracking (§4,
Figure 1).

* With data and recipe held fixed, the encoder-

decoder beats three decoder-only twins at both
scales; the margin is largest at 270M (Table 1).

* We report a negative result together with
its mechanism: multi-turn dialogue comple-
tion collapses for every fine-tuned model
(<14.5%). The dominant mechanisms are
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Figure 1: Capability profiles. Left: tool-calling decomposition on the held-out single-turn suite (temperature
0.2, 3-seed means) plus multi-turn (MT) survival on the held-out tier-3 dialogues (dialogue-level mean). Right:
MoreHopQA exact match (EM) per question case (greedy, 1,024-token budget). Solid blue: encoder-decoders
(ours); dashed orange: decoder-only twins trained on identical data; dotted grey: the strongest zero-shot baseline of
each panel. The encoder-decoder envelope contains its same-recipe twin on every tool-calling axis at both scales.

Model Parse Selection ~ Name F1  Call-exact Arg F1
Tool-SFT — identical data and recipe

Enc-dec 270M (OllI‘S) .967:{:,001 .690:{:,009 -732:I:4009 .388i‘007 ~533:t.008
Dec-only Gemma-3 270M .865i,005 .342i_007 .470i‘005 .121iA005 -236i.006
Dec—only FunctionGemma 270M .849:{:,027 .399i,012 .519:|:‘014 .156:{:,005 ~315:t.006
Enc-dec 1B (Olll’S) .975iA005 .710iA009 .748i4008 .456i4007 .574i,005
Dec—only Gemma-3 1B -913j:.006 .558i,007 .634i‘004 .274:{:,005 .417:‘:,005
Zero-shot

Dec—only FunctionGemma-270M .723:{:,004 .284i,004 4337:‘:‘005 .052;&,001 .O91i,001
DCC-Ol’lly QWCH35-08B 1.00i,001 .537i_()20 .572i‘021 .289i,009 .412i,012
Dec—only Qwen3.5—2B .991:{:,003 .589i,012 ‘621:‘:‘012 .363:{:,008 .478i,009
Dec-only LFM2.5-2.6B .819i,004 .665i_()o7 .687i4007 ~502iA008 -591i,008

Table 1: Single-turn capability decomposition (1,000 held-out records; temperature 0.2, mean{pyif-spread OVEr 3
seeds). With data and recipe fixed, the encoder-decoder beats every decoder-only twin at both scales. The suite is
in-distribution for the five fine-tuned models; zero-shot rows calibrate difficulty.

wrong-tool selection and a measurable under-
calling bias inherited from the training data

(85).

One likely reason for the low adoption of
encoder-decoder models in agent and tool-calling
systems is the lack of ecosystem support: neither
vLLM nor LangChain supports them natively, and
neither do the common libraries for supervised fine-
tuning (SFT) and reinforcement learning (RL) post-
training. For this reason we report quality only, and
no time-to-first-token (TTFT) or inference-time

measurements. We hope that papers of this kind
renew interest in the architecture.

2 Related Work

Encoder-decoder revival. Zhang et al. (2025a)
find that encoder-decoder models match decoder-
only models in scaling behavior and fine-tune better.
Zhang et al. (2025b) and Zhang et al. (2025¢) adapt
Gemma checkpoints into encoder-decoders that
reach strong general-benchmark scores, and Elfeki
et al. (2025) argue that the architecture is more ef-
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Selection Call-exact Dialogue level (t3)

Model tl 2 3 tI 2 3 Fullsucc. Survival
Enc-dec 270M (ours) 96 59 26 .68 26 .16 .02 24
Dec-only Gemma-3 270M 37 34 .03 .15 .11 .00 .00 .00
Dec-only FunctionGemma 270M 48 .37 .03 24 .12 .00 .00 .00
Enc—dec 1B (ours) 97 61 40 .79 32 .29 145 .54
Dec-only Gemma-3 1B J6 46 .09 47 .18 .02 .00 .02
Zero-shot

Dec-only FunctionGemma-270M .63 .13 — .05 .05 — — —
Dec-only Qwen3.5-0.8B 8 40 — 46 20 — — —
Dec-only Qwen3.5-2B .84 47 25 60 25 23 .055 .33
Dec-only LFM2.5-2.6B 94 56 58 .79 38 .52 .305 .83

Table 2: The difficulty ladder (temperature 0.2, seed 0; t1—t3 denote tiers 1-3). Tier-3 columns are per-turn
under gold prefixes; full success and survival are dialogue-level over 200 held-out FunReason-MT dialogues. The

decoder-only twins fail every dialogue at the first turn.

ficient on-device below 1B parameters. None of
these studies evaluates tool use or multi-turn agen-
tic behavior. The fine-tuning advantage reported by
Zhang et al. (2025a) makes tool calling a natural
test of the architecture, which we run here.

Small-model tool calling. APIGen and APIGen-
MT (Liu et al., 2024; Prabhakar et al., 2025) built
verified function-calling corpora and the xXLAM
model family, while BECL (Patil et al., 2025) is the
de facto evaluation standard for multi-turn perfor-
mance. It reports steep multi-turn degradation at
small scale (xLAM-2 at 1B is far below its 3B sib-
ling on the BFCL multi-turn benchmark), but only
for decoder-only architectures. We run the same
kind of evaluation for encoder-decoders, using a
controlled, same-recipe decoder-only comparison
rather than leaderboard citations.

3 Experimental Setup

Models. T5Gemma 2 270M and 1B (Zhang
et al.,, 2025¢c): encoder-decoder transformers
adapted from Gemma 3 checkpoints, taken from
an instruction-tuned (SFT) state and fine-tuned
for tool calling (“tool-SFT”’; hyperparameters
in Appendix B). Decoder-only twins Gemma-3-
270M/1B-it (the -it suffix denotes the instruction-
tuned release) and FunctionGemma-270M were
fine-tuned on the same data, dialect, and batch
regime for the same number of epochs. Zero-
shot baselines are Qwen3.5-0.8B/2B (Qwen Team,
2026), LFM2.5-2.6B (Amini et al., 2025), and
FunctionGemma-270M (Google, 2025), each
prompted through its native tool-calling template.

Data. The training data (187,313 examples af-
ter transcript-level deduplication) combines tier 1,
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xlam-function-calling-60k (Liu et al., 2024): sin-
gle turn, clean schemas (59,614 examples), and
tier 2, the synthetic graph_syn split of Tool-
Mind (Yang et al., 2025): conversational context,
messy real-world schemas, and distractor tools
(128,699 examples). The held-out evaluation slice
(1,000 records: 301 tier-1, 699 tier-2) is split group-
aware by conversation (no prefix leakage). Tier
3 is evaluation-only and fully held out for every
model: 200 multi-turn dialogues (490 scored turns)
sampled from FunReason-MT (Xu et al., 2025), a
BFCL-style dataset from a different construction
pipeline and schema dialect.

Format and metrics. The encoder receives the
system instruction, one JSON schema per tool, and
the full conversation (re-encoded each turn, prior
calls replayed). The decoder emits only a JSON
call list wrapped in <t ool_call> markers (tem-
plate in Appendix A). Decoder-only models receive
the same content rendered causally. We report
parse rate (output yields a well-formed call list),
selection (exact predicted-tool-set match), name
F1 (per-call tool-name overlap), call-exact (name
and all arguments exact), and argument F1 (per-
key). Tier-3 scoring is per-turn with gold prefixes
(teacher forcing); dialogue-level metrics are full
success (all turns call-exact) and survival (fraction
of consecutive correct turns from turn 1).

Decoding and inference. All tool-calling tables
use temperature t=0.2 (pure sampling; top-k/top-
p off), reporting the mean and half-spread over 3
seeds for single-turn suites and seed O for tier 3.
We deliberately avoid greedy decoding: at bfloat16
(bf16) precision it leads to repetition loops (Ap-
pendix C). Inference runs on vLLM (Kwon et al.,



EM per case

Model EM Fl1 \ full+hop 2-hop ext.last extraonly hop2 hopl
Qwen3.5-2B 65.7 684 474 78.6 53.1 58.0 82.6 745
LFM2.5-2.6B 64.9 66.5 48.8 77.0 55.7 57.7 80.6  69.6
Qwen3.5-0.8B 55.1 58.8 31.5 68.3 354 43.7 790 727
Enc-dec 1B instruct (ours) 33.1 39.6 9.8 38.4 11.6 16.9 61.6  60.0
Gemma-3-1B-it 29.0 36.6 12.4 32.0 17.1 19.5 474  45.6
Enc—dec 270M instruct (ours) 9.3 152 3.0 12.6 3.5 3.7 14.2 18.8
Gemma-3-270M-it 6.8 154 4.0 6.7 4.8 54 10.0 10.0

Table 3: MoreHopQA (Schnitzler et al., 2024), zero-shot chain-of-thought (CoT) prompting, greedy decoding,
1,024-token budget: overall exact match (EM) and F1, and per-case EM (1,118 questions per case). Bold = column

best.

2023); for the encoder-decoders we use a custom
extension that we release with the models and
datasets. No prompt is ever truncated, and every
run records this.

4 Results

Controlled comparison. Table 1 and Figure 1
(left) show the controlled comparison. At 270M,
the encoder-decoder achieves 0.690 exact selec-
tion and 0.388 call-exact, while the decoder-
only Gemma-3 twin trained on identical data
achieves 0.342 and 0.121, respectively. Starting
the causal twin from a function-calling-specialized
base (FunctionGemma) closes little of the gap
(0.399 / 0.156), indicating that the advantage is
not due to a weak decoder-only starting point. At
1B, the twin improves to 0.558 / 0.274 but still
trails the encoder-decoder (0.710 / 0.456). The gap
grows as the scale shrinks, which is the regime
most relevant to on-device deployment.

Capability profile at 270M. Format discipline
and selection remain intact: parse rate is 0.97 and
tier-1 selection is 0.96 at 270M (Table 2). Argu-
ment fidelity, however, is the single-turn bottleneck
(call-exact 0.39 overall and 0.26 on tier 2). The fine-
tuned 270M even exceeds zero-shot LFM?2.5-2.6B,
a model ten times its size, on selection (0.690 vs.
0.665) while losing on argument exactness (0.388
vs. 0.502); note that tiers 1-2 are in-distribution for
the fine-tuned models.

Multi-turn dialogues. The drop from tier 1 to
tier 2 is large for every model in Table 2. The diffi-
culty of tier 3, however, lies at the dialogue level.
Our best model completes 14.5% of held-out dia-
logues (survival 0.54), the 270M model completes
2%, and all three decoder-only twins complete
none: 197-200 of their 200 dialogues fail at turn
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1. Even the strongest zero-shot baseline, LFM2.5-
2.6B, fails 70% of dialogues, despite its per-turn
tier-3 scores exceeding its tier-2 scores (0.58 vs.
0.56 selection). Dialogues therefore fail because er-
rors compound across turns, not because individual
turns are harder; this mirrors the multi-turn degrada-
tion of decoder-only models on BFCL (Prabhakar
et al., 2025; Patil et al., 2025).

Multi-hop QA. To check that the architectural
edge is not specific to the tool-call format, we eval-
uate the instruction-tuned (pre-tool-SFT) check-
points on MoreHopQA (Table 3; per-case break-
down in Figure 1, right). The cases in MoreHopQA
are: full+hop, the original 2-hop question plus an
extra commonsense/arithmetic/symbolic hop; 2-
hop, the original question; ext. last, an extended
question over the last hop; extra only, the extra
hop applied to the 2-hop answer; and hops 1-2,
the individual sub-questions. The composed ques-
tion (full4+hop) is the hardest case for every model.
The encoder-decoder wins overall at both scales
(33.1 vs. 29.0 EM at 1B; 9.3 vs. 6.8 at 270M);
the 1B advantage concentrates on the single-hop
sub-questions (413—-14 EM on hops 1-2), with the
twin marginally better on the composed variants.
2026-era 2B-class models stay roughly 2x ahead:
the architecture helps at matched scale but does not
close the gap to a newer, larger model generation.

5 Discussion

Failure taxonomy. We bucket every non-exact
single-turn prediction by its first failing stage: un-
parseable, no call, hallucinated tool, wrong tool,
argument keys, argument values. Wrong tool dom-
inates at both scales, accounting for 40-44% of
failures, almost entirely on tier 2. Argument values
account for ~28%, almost always with selection al-
ready correct, and argument keys for ~20%, mostly



optional arguments. Hallucinated tools are essen-
tially absent, with only 0-2 cases per 1,000: both
models pick from the offered list even when wrong.

Under-calling. On tier 3 we tested two hypothe-
ses. An echo account, in which models re-emit
already-executed calls, is refuted: only 4% of selec-
tion misses repeat a previous call. A composition-
length account holds: training targets average 1.37
calls per turn (74% single-call), while tier-3 gold
turns average 2.76; the 1B model emits 2.28 and
under-calls on 35% of turns. It stops acting too
early, consistent with a training signal that contains
no stop-vs-continue supervision.

Effect of scale. From 270M to 1B, single-turn
selection moves only +0.02, but tier-3 per-turn se-
lection moves +0.14, and full success rises from
0.02 to 0.145. Scale improves state tracking rather
than extraction, which is largely solved at 270M.

Benchmark noise. Two audits bound the noise in
the benchmarks: 23-24% of tier-2 selection misses
pick a near-duplicate alias of the gold tool (syn-
thetic tool lists contain duplicates like Get Car
Specifications vs.get_car_specs), and
27-33% of tier-1 argument-value failures require
gold values that appear nowhere in the prompt (an-
notator artifacts). Reported scores are therefore
conservative floors.

6 Conclusion

At 270M-1B, encoder-decoder LMs master the ex-
traction side of tool calling and outperform decoder-
only twins trained on identical data, most decisively
at 270M. Multi-turn state tracking remains a chal-
lenge for every architecture tested. Whether bidi-
rectional context encoding can help maintain state,
rather than only extract it, remains to be explored;
harness-side baselines (constrained decoding, ex-
ternal state summaries) must be established before
any architectural claim can be made.

Limitations

The decoder-only twins use the encoder-decoder
recipe without any causal-specific tuning, and their
training rendered prompts at a 2,048-token budget,
truncating 24% of examples. Both choices could
understate the twins’ performance. Tiers 1 and 2
are in-distribution for all fine-tuned models; only
tier 3 is neutral ground. Tier-3 scoring uses gold-
prefix teacher forcing and a single seed. Format
adherence of our checkpoints is decoding-sensitive:
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greedy decoding collapses the 270M’s tool-JSON
via bf16 argmax-tie cascades, while sampling de-
grades the 1B’s answer-tag discipline on More-
HopQA. Appendix C documents this confound and
the decoding policy it motivated.
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A Prompt Template

The encoder input renders the record as plain text;
the decoder target is the call list alone. Abbreviated
example (tier-2 record):

[system] You are a function-calling
assistant. Given the available tools
and the conversation, output the tool
calls that resolve the user’s request
as a JSON list inside
<tool_call>...</tool_call>. If no tool
applies, output an empty list. Do not
invent tools or arguments.
[tools]
{"name":"Earnings History",
"description":"Retrieve the earnings
history for a specific stock.",
"parameters":{...}}
{"name":"tickers_1list", ...}
. one JSON schema per line ...
[conversation]
user:
assistant:
tool: {...}
assistant:
user: Let’s start with AAPL. Could you
retrieve its latest earnings history
and ...7?
assistant:

<tool_call>[...]</tool_call>

Target:
<tool_call>[{"name":"Earnings History",
"arguments":{"ticker":"AAPL"}}, ...]

</tool_call>

Prior tool calls are replayed in the same di-
alect inside the conversation; the full context is
re-encoded at every turn. Decoder-only twins re-
ceive the identical content through a causal chat
template. Tool-call markers are plain text (no added
vocabulary): resizing embeddings desynchronizes
the encoder and decoder vocabularies in this model
family.

B Hyperparameters

270M 1B
Learning rate 5x1076 3x1076
Epochs 2 2
Effective batch 64 64
Max source / target len 2048 /512 2048 /512
Seed 17 17

Table 4: Tool-SFT hyperparameters (identical for the
decoder-only twins, with the 270M learning rate).
Low learning rates reflect fine-tuning already-SFT°d
checkpoints. Training used 2 x A100/H200-class GPUs
(270M ~hours) and a 4xA100 node (1B).

Evaluation generates up to 512 new tokens (1,024
for models that emit reasoning traces before calls,
and for all of MoreHopQA), with prompt budgets
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of 16,384 tokens (single-turn) and 8,192-16,384
(tier 3), verified untruncated for every reported run.

C Greedy Decoding at bf16

Greedy decoding is tie-brittle at bf16: 3.4% of the
270M model’s greedy steps (0.9% at 1B) are exact
bf16 argmax ties, resolved differently by differ-
ent kernel orders. Teacher-forced log-probabilities
agree across engines to |A| ~ 107%, yet free-
running greedy decoding diverges at ties and the
270M then collapses into repetition loops (parse
rate 0.96 on one engine vs. 0.47 on another, on iden-
tical records). Temperature-0.2 sampling makes tie
resolution random and escapes the loops: it repro-
duces greedy-level scores within seed noise (+1pp)
on both engines, which motivated the decoding
policy of §3. The reverse sensitivity also exists
on MoreHopQA: the same sampling degrades the
1B’s <answer>-tag discipline (unclosed tags on
19-37% of generations, depending on the seed),
so we decode that benchmark greedily, with one
decoding configuration per table, chosen by what
the metric is sensitive to.
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