Reconstructing Locality-Disrupted Text:
Effects of Architecture and Scale

Evelien van Driel, Amirhossein Mohammadi, Robert A. Bagheri

Utrecht University
e.vandriel2@students.uu.nl

Abstract

Studies of impossible languages evaluate
whether LLMs share human linguistic biases
by testing their ability to learn or reconstruct
systematically perturbed text. However, exist-
ing literature relies almost exclusively on the
decoder-only architecture at a fixed scale. We
ask whether reconstruction generalizes across
architecture families and improves with model
size, pretraining GPT-2 Medium and three T5-
base variants (varying pretraining objective and
decoder supervision) from scratch on four per-
turbations and fine-tuning each for reconstruc-
tion. GPT-2 Medium reconstructs all four (ex-
act match 0.13-0.82); all three TS5 variants col-
lapse to ~0.00. Six diagnostics trace this to
attention entropy collapse in the TS5 encoder
within 600 pretraining steps, a 96% reduction
robust to pretraining objective, optimizer, and
fine-tuning data: a trainability limit under low-
resource from-scratch pretraining, not a capac-
ity limit, leaving the bidirectional advantage
untested. Within the decoder-only family, scal-
ing helps unevenly (+0.25 exact match where
local word order survives, +0.02 where it does
not), and recoverable sentence length scales
the same way. Both benefits are gated by how
much local word order survives the perturba-
tion, refining the account on which reconstruc-
tion difficulty tracks information locality. Ar-
chitecture and scale are therefore experimental
variables in this paradigm, not neutral defaults.

1 Introduction

Information locality, the tendency for words that
share information to occur close together, is a core
organizing property of human language (Futrell,
2019): natural languages keep related elements
near one another, and comprehension difficulty
grows as they are pulled apart. Perturbations that
disrupt locality therefore yield variants of normal
English outside the space of attested human lan-
guages. These variants, commonly termed im-
possible languages, are now a tool for probing
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Figure 1: Decoder-only vs. encoder—decoder training
pipeline for reconstruction from locality-disrupted text.

a central question in computational linguistics:
whether large language models (LLMs) share hu-
man linguistic biases or learn any pattern equally
well. Chomsky et al. (2023) argued on theoret-
ical grounds that LLMs acquire both with equal
ease and therefore tell us little about the structural
properties of human language; Kallini et al. (2024)
tested this by training GPT-2 Small (Radford et al.,
2019) on both, finding possible languages easier
to learn. Someya et al. (2025) traces that differ-
ence to locality itself: what makes an impossible
language hard is largely how far it pulls related
words apart. Whether such findings bear on hu-
man language remains debated (Ziv et al., 2026;
Xu et al., 2025; Yang et al., 2025; Kallini and Potts,
2025; Tosolini and Blevins, 2025), but they have
established locality as the property this literature
manipulates.

Work in this area has focused on learnability,
measured by perplexity on perturbed text (Kallini
et al., 2024; Yang et al., 2025; Ziv et al., 2026; Xu
et al., 2025). Mohammadi et al. (2026) introduced
a second task, reconstruction, in which the model
receives systematically corrupted input and must
produce the original. This asks not how easily a
pattern is learned but what linguistic information
survives a perturbation and whether a model can
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use it to reverse the damage. They report that re-
construction difficulty tracks the degree of locality
disruption, and that longer sentences aid recovery
where local structure is preserved but not where it
is globally destroyed. What a model recovers from
locality-disrupted input is thus governed by how
much locality the perturbation leaves intact.

This conclusion rests on evidence from a sin-
gle model. All reconstruction results come from
GPT-2 Small: one decoder-only architecture, one
scale, one left-to-right way of consuming disrupted
input. Kallini et al. (2024) anticipated this limi-
tation, presenting their paradigm as an invitation
to test different LLM architectures on impossi-
ble languages. That invitation has gone largely
unanswered: Xu et al. (2025) paired GPT-2 Small
with an encoder-only masked language model
on the learning task and found similar patterns
across architectures, but reconstruction has been
tested on no other model, and encoder-decoders
on neither task. Claims about what LLMs recover
from locality-disrupted input are, strictly speaking,
claims about one model.

Whether a disruption is hard to undo may depend
not only on the perturbation but on the model: how
it accesses the disrupted input, and how much ca-
pacity it has. Reconstruction is unusually sensitive
to the first, since deciding where a displaced word
belongs draws on evidence lying on either side of
its current position. A decoder-only model reads
left to right; an encoder-decoder reads the input in
full before generation, using both left and right con-
text to place each word (Raffel et al., 2020). Bidi-
rectional encoding is thus the natural candidate for
undoing displacement, and reconstruction the natu-
ral task on which to test it, but any such comparison
presupposes something untested: that an encoder-
decoder can be trained on locality-disrupted input
at all.

Capacity may similarly interact with locality.
Scaling reliably improves language modeling (Ka-
plan et al., 2020), but reconstruction depends on
more than representational capacity: severe disrup-
tion leaves less structure recoverable, and added
capacity can only exploit signal that survives (Mo-
hammadi et al., 2026). Scale should therefore im-
prove reconstruction unevenly, and the same rea-
soning bounds sentence length, which supplies us-
able context only where local structure remains to
anchor it. Testing scale thus asks not whether prior
results replicate at a larger size, but whether the lo-
cality account predicts where model resources help.
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Both axes bear on the wider debate: this literature
reasons from model behavior to human linguistic
bias, and if what a model recovers depends on how
it reads its input and how large it is, such reasoning
holds only with architecture and scale fixed.

We train a decoder-only model (GPT-2 Medium)
and an encoder-decoder model (T5-base) from
scratch on perturbed BabyLM text (Warstadt et al.,
2023), then fine-tune both for reconstruction fol-
lowing Mohammadi et al. (2026). We use four
perturbations from Kallini et al. (2024), two shuf-
fles and two reversals, which disrupt locality to
varying degrees; their third class, HOPs, is ex-
cluded because it leaves locality intact. TS5-base is
trained under three conditions varying the pretrain-
ing objective and decoder supervision, and scale is
assessed against the published GPT-2 Small results
of Mohammadi et al. (2026).!

Five questions follow, three on architecture and
two on scale. RQ1: can an encoder-decoder learn
locality-disrupted input from scratch under low-
resource conditions, as a decoder-only model can,
and can the comparison be run at all? RQ2: where
does any failure originate, and does it reflect a limit
on what the architecture can represent or on what
training produces? RQ3: does it hold across pre-
training objectives and supervision quantities, or
is it an artifact of one configuration? RQ4: does
one increase in model size improve reconstruction
evenly across perturbations that disrupt locality to
varying degrees? RQS5: does the sentence-length
effect of Mohammadi et al. (2026) depend on dis-
ruption severity within a single corpus?

The experiments answer each in turn. (RQ1)
No: GPT-2 Medium reconstructs all four locality-
disrupted variants, while every T5 variant fails com-
pletely. (RQ2) A diagnostic chain locates the fail-
ure in attention entropy collapse in the encoder
during pretraining, a trainability failure rather than
a capacity limit, leaving the question of a bidi-
rectional advantage open. (RQ3) The collapse is
robust across pretraining objectives, supervision
regimes, and optimizer and data ablations. (RQ4)
No: scaling gains are uneven, and the gap between
perturbations widens with scale. (RQS) Within
a single corpus, length aids reconstruction where
local structure survives but not under global shuf-
fling.

This paper contributes the first cross-architecture

LAll data and code are available at https: //github.com/
Evelien-bug/impossible_project_training.
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and cross-scale evidence on reconstruction from
locality-disrupted input, showing that single-model
findings do not generalize and that for encoder-
decoders the barrier is trainability rather than ca-
pacity (RQ1-RQ3); a refinement of the locality
account, in which the benefits of both added ca-
pacity and longer input are gated by how much
local structure survives the disruption (RQ4-RQ5);
and a replicable diagnostic framework for sepa-
rating trainability failures from capacity limits in
low-resource pretraining (RQ2).

2 Background

2.1 Information locality and perturbations

Recent research shows that LLMs can learn and rep-
resent linguistic structures (Hewitt and Manning,
2019; Tenney et al., 2019; Warstadt et al., 2020).
Information locality, the tendency for words that
share information to occur close together, is one
such property that shapes how efficiently language
can be processed (Futrell, 2019). A perturbation
is a function that systematically modifies natural
text, disrupting information locality and producing
a variant that falls outside the space of attested hu-
man languages (Moro et al., 2023). Such variants,
the impossible languages of Chomsky et al. (2023)
and Kallini et al. (2024), isolate the contribution of
a single property: by degrading it and measuring
the effect, one can test how much a model relies on
it.

Kallini et al. (2024) introduced perturbations in
three classes: shuffles, reversals, and hops. These
break natural language in distinct ways. Shuffles
and reversals leave verb morphology intact but dis-
rupt word order, and with it locality, to varying
degrees. Hops, by contrast, alter verb morphology
through a count-based rule while leaving word or-
der and locality intact. This study draws on the
shuffles and reversals, the classes that disrupt infor-
mation locality.

Building on these perturbations, Mohammadi
et al. (2026) introduced the reconstruction task, in
which a model recovers the original text from shuf-
fled or reversed input. Reconstruction difficulty
tracked the degree of locality disruption, which in-
dicates that locality is a property the model draws
on when recovering a sentence. Reconstruction
also depended on sentence length: where local
structure was preserved, longer sentences yielded
stronger recovery despite the greater distance be-
tween related words. Difficulty therefore depends
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both on how far related words are displaced and on
how much context the model has to work with.

2.2 Model architecture

Findings on the reconstruction task are so far lim-
ited to GPT-2 Small. GPT-2 models are decoder-
only Transformers trained on autoregressive next-
token prediction (Radford et al., 2019): each token
is predicted from its left context, with no access to
what follows (Wang et al., 2022). This causal mask-
ing may influence the model’s ability to represent
linguistic structures for reconstruction, since the
information needed to recover a token’s original
position can lie anywhere in the corrupted input,
including to its right (Devlin et al., 2019; Fu et al.,
2023). Furthermore, there is a risk of diminishing
attention to early parts of the input as generation
progresses, especially in long sequences (Fu et al.,
2023).

Encoder-decoder architectures such as T5 (Raf-
fel et al., 2020) are not subject to the same con-
straint. The encoder applies bidirectional self-
attention over the whole corrupted input, and the
decoder generates the reconstruction with access
to that full encoding through cross-attention. Syn-
tactic relations, including long-distance dependen-
cies, are therefore available before generation be-
gins (Zhong et al., 2024; Fu et al., 2023). On
sequence-to-sequence tasks such as summarization
and translation, encoder-decoders match or out-
perform decoder-only models of comparable scale
(Chrabrowa et al., 2022; Araujo et al., 2024; Ku-
mar et al., 2020), which makes them the natural
candidate for undoing displacement.

This advantage, however, is not guaranteed to
be available. An architecture is trained with a
pretraining objective, and those objectives are de-
signed to exploit the natural-language structures
that the perturbations disrupt. Whether an encoder-
decoder can build useful encoder representations
from such input at all, under from-scratch pretrain-
ing, is untested. The potential of bidirectional en-
coding is therefore conditional on a prior question
of trainability, which this study takes up directly.

2.3 Model size

Beyond architecture, model size may affect recon-
struction. GPT-2 Small (124M parameters) already
learns to recover corrupted input (Mohammadi
et al., 2026), but how recovery changes at larger
scale is unknown. Kaplan et al. (2020) showed
that language modeling performance improves with



Language Example 1 Example 2

Original text Fine as a fiddle. Ned pointed to the sky. There was not a [cloud in sight.
LocalShuffle a Fine as fiddle. to Ned pointed There sky. the a was not in sight. cloud
FullShuffle fiddle. a Fine as the a was to sight. Ned cloud not sky. pointed in There
PartialReverse | Fine @ fiddle. a as Ned pointed to @ sight. in cloud a not was There sky. the
FullReverse fiddle. a as @ Fine sight. in |cloud a not was There sky. the @ to pointed Ned

Table 1: Example sentences under each of the four perturbations used in this study. Colors indicate the position of
each word in the original sentence to make movement under perturbation visible. For ease of comparison, we adopt
the visualization style of Kallini et al. (2024) and Mohammadi et al. (2026).

increased parameter count, dataset size and com-
pute. Furthermore, at increased scales, models can
capture syntactic structure more reliably (Warstadt
et al., 2020). Added capacity, however, can only
help where the input still carries signal to exploit,
suggesting that performance gains may be smaller
for perturbations that disrupt locality most severely.
This motivates comparing GPT-2 Small with a
larger model in the same family, to test whether
one step up in size improves reconstruction evenly
across perturbations or only where local word order
survives.

3 Method

This study applies the reconstruction task of Mo-
hammadi et al. (2026) to two additional models.
Because pretraining checkpoints on perturbed text
exist only for GPT-2 Small, we train both from
scratch following Kallini et al. (2024), in two
stages: Stage 1 pretrains on the perturbed BabyLM
2026 Strict corpus (Warstadt et al., 2023); Stage 2
fine-tunes on (perturbed, original) sentence pairs
from its Gutenberg subset. GPT-2 Medium versus
T5-base gives the architecture comparison; GPT-2
Medium versus the published GPT-2 Small results
of Mohammadi et al. (2026) gives the scale com-
parison.

3.1 Models

GPT-2 Medium (355M) extends GPT-2 Small
(124M) used by Kallini et al. (2024) and Moham-
madi et al. (2026). All GPT-2 sizes share one archi-
tecture and differ only in depth and width (Radford
et al., 2019), isolating scale as the only variable
that changes between Small and Medium.
T5-base (220M, 12-layer encoder, 12-layer de-
coder) introduces an encoder-decoder (Raffel et al.,
2020). We chose T5 over BART (Lewis et al.,
2020), whose best-performing recipe combines text
infilling with sentence permutation: permutation
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overlaps conceptually with our shuffles and rever-
sals, so a BART-pretrained model would already
have to undo a structurally similar disruption before
fine-tuning. T5’s span corruption is structurally dis-
tinct from our perturbations, and it is additionally
documented under prefix language modeling, the
second objective we use (§3.3).

3.2 Data generation

3.2.1 Perturbations

We apply the four perturbations of Kallini et al.
(2024) that disrupt word order and information lo-
cality, excluding Hops for the reason given in §2.
Both reversals first insert a marker token E ata
random position:

* LOCALSHUFFLE: shuffles words within con-
secutive non-overlapping windows of w words
(w=3, matching Mohammadi et al., 2026), dis-
rupting local structure while roughly preserv-
ing sentence-level order.

* FULLSHUFFLE: shuffles all words in the sen-
tence, using the DeterministicShuffle algo-
rithm of Kallini et al. (2024).

* PARTIALREVERSE: reverses the sequence af-
ter the marker, leaving the prefix in original
order.

* FULLREVERSE: reverses the entire sentence.
Table 1 shows an example of each. We use the
published seeds of Kallini et al. (2024), with one
deviation from their reference code. Following Mo-
hammadi et al. (2026), we sample an independent
permutation per LOCALSHUFFLE window rather
than reusing one across all windows in a sentence.
Seeds are listed in Appendix B.

3.2.2 BPE and word-level implementations

GPT-2 and T5 use different tokenizers (BPE and
SentencePiece), which segment the same sentence
differently. Prior work perturbs at BPE level, native
to GPT-2 (Kallini et al., 2024; Mohammadi et al.,



2026); replicating this unchanged would train the
two architectures on differently perturbed text, con-
founding their comparison. We therefore apply
each perturbation at both levels. BPE level sup-
ports the GPT-2 Small vs. Medium scaling compar-
ison; word level, being tokenizer-agnostic, yields
the same sequence whichever model tokenizes it,
and so supports the GPT-2 Medium vs. T5-base
comparison. GPT-2 Medium is trained at both lev-
els, T5-base at word level.

3.2.3 Data

Stage 1 uses the full BabyLM 2026 Strict corpus
(~100M tokens across train, dev, and test splits).
Stage 2 uses 100k (perturbed, original) pairs from
the Gutenberg subset, with 1k held out for eval-
uation; we restrict Stage 2 to Gutenberg because
its longer, more complex sentences maximize the
signal available for measuring reconstruction differ-
ences (Mohammadi et al., 2026). Perturbing both
corpora at both levels yields eight Stage 1 and eight
Stage 2 datasets.

3.3 Stage 1: impossible language pretraining

Each model learns the distributional statistics of
one perturbation rather than any property of nat-
ural English, since the original text is never seen.
For PARTIALREVERSE and FULLREVERSE, both
tokenizers are extended with the marker token @
before pretraining. Hyperparameter specifications
are provided in Appendix B.

GPT-2 Medium is pretrained with the causal
language modeling objective (causal LM) (Radford
etal., 2019), following the procedure Kallini et al.
(2024) used for GPT-2 Small. Each of its eight
Stage 1 models (four perturbations x two levels)
is trained once for 3,000 steps at sequence length
1,024.

GPT-2 Medium and T5-base are not parameter-
matched (355M vs. 220M), and cross-architecture
comparisons depend on what is held constant (Tay
et al., 2022). Rather than rely on one comparison,
we train T5-base under three conditions varying
the pretraining objective and what is matched to
GPT-2 Medium:

* T5-SC: span corruption, the default T5 objec-
tive (Raffel et al., 2020), which masks 15% of
tokens and supervises only those, against GPT-
2 Medium’s 100% supervision (see Appendix
A).
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* T5-PLM-single: prefix LM (Raffel et al.,
2020), supervising ~=50% of tokens. Like
causal LM, it predicts upcoming tokens
from preceding context, making it the objec-
tive structurally closest to GPT-2 Medium’s.
Exposure-matched, leaving decoder supervi-
sion unmatched.

* T5-PLM-double: the same objective trained
to match decoder-supervised tokens rather
than tokens seen. The cost is roughly twice
the data exposure, though because the prefix
split is resampled at random on each pass this
is added variation over the same sentences,
not repeated examples.

The two exposure-matched conditions run 6,000
steps to GPT-2 Medium’s 3,000 because T5-base
uses sequence length 512 against 1,024, so both
see ~=1.57B tokens. Together the three conditions
span two objectives and both matching schemes,
so the outcome cannot be attributed to one train-
ing configuration. Appendix A gives per-condition
supervision rates and an excluded fourth condi-
tion. Each of the twelve T5 Stage 1 models (four
perturbations X three conditions) is trained once;
computational constraints limit Stage 1 to a single
seed, where Kallini et al. (2024) used five.

3.4 Stage 2: reconstruction fine-tuning

Each Stage 1 model is fine-tuned to map the
perturbed sentence back to its original. GPT-2
Medium uses the causal LM objective under a
fixed prompt template following Mohammadi et al.
(2026), with loss computed only on the target sen-
tence. TS-base uses sequence-to-sequence cross-
entropy: the encoder reads the perturbed sentence
and the decoder generates the original, so no tem-
plate is needed. T5’s Stage 2 objective therefore
differs from both its Stage 1 objectives, whereas
GPT-2 Medium uses causal LM throughout. All
three T5 conditions are fine-tuned identically, giv-
ing eight fine-tuned GPT-2 Medium and twelve
T5 models. Checkpoints are selected by best val-
idation loss; Stage 2 is likewise single-seed. The
template and hyperparameters are in Appendix B.

3.5 Evaluation metrics

Stage 1 is evaluated by perplexity (Bahl et al., 1983;
Jurafsky and Martin, 2026) on 10,000 perturbed
test sentences, reported as the geometric mean fol-
lowing Kallini et al. (2024). We report perplexity
within each architecture but not across them: causal



LM, span corruption, and prefix LM are computed
on different prediction targets and are not compara-
ble.

Stage 2 is evaluated on 1,000 held-out Gutenberg
pairs with four metrics, following Mohammadi
et al. (2026). Exact Match (EM) is the percentage
of predictions identical to the original (Rajpurkar
et al., 2016), and BLEU their n-gram overlap (Pap-
ineni et al., 2002). Average Dependency Length
(ADL) is the mean linear distance between syntac-
tic heads and dependents (Liu, 2008), compared
against a natural English baseline. Dependency
Triple F1 parses each sentence into (dependent,
relation, head) triples and reports the F1 of ex-
act overlap with the original (Buchholz and Marsi,
2006; Cai and Knight, 2013). The first two capture
surface recovery and the last two structural recov-
ery, so that partial reconstructions are measured
rather than scored as failures.

4 Experimental results

4.1 Architecture: decoder-only succeeds,
encoder-decoder fails (RQ1)

GPT-2 Medium learns every perturbation (Ap-
pendix D, Table D1). Stage 1 perplexity falls
steadily across all four (Appendix C), and Stage 2
reaches EM 0.82 on FULLREVERSE, 0.80 on PAR-
TIALREVERSE, 0.30 on LOCALSHUFFLE and 0.13
on FULLSHUFFLE. Predicted ADL stays within
0.1 of the natural English value (=3.16) on all four.
Outputs are shown in Appendix G.

All three TS conditions fail on every perturba-
tion. Stage 1 perplexity oscillates throughout train-
ing with no downward trend (Appendix C), and
Stage 2 yields EM ~ 0.00, BLEU < 0.006, and
Dep-F1 < 0.001. These Dep-F1 scores fall below
those of the perturbed input itself, which scores
0.14-0.53 against the original. The outputs consist
of repeated tokens (“the”, “a”) rather than recon-
structions (see Appendix G). The result is the same
under span corruption and prefix LM and under
both exposure- and supervision-matched regimes
(RQ3). Because reconstruction never occurred, the
cross-architecture and within-T5 comparisons the
design was built to support (Appendix A) cannot
be computed; the remainder of this section reports
diagnostics that locate the failure.

4.2 Locating the failure (RQ2, RQ3)

The consistent failure of all three T5 variants across
objectives and matching schemes motivates a closer
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investigation. We conducted a series of diagnos-
tic experiments on LOCALSHUFFLE that identify
where and why T5’s encoder-decoder training fails
under these conditions.

OPTIMIZER ABLATION. Retraining T5-SC
with AdamW and a cosine schedule with warmup
stabilized Stage 1; evaluation loss no longer oscil-
lated, but plateaued immediately at ~4.62 with no
downward trend across 6,000 steps (Appendix D,
Figure D1). The failure is therefore not an artifact
of the training recipe of Raffel et al. (2020), nor is
it resolved by replacing it.

STAGE 2 OVERFIT TEST. T5-SC could not over-
fit even 1,000 sentences over 200 epochs (loss
plateaued at ~5.2), so fine-tuning data quantity
does not account for the failure.

STAGE 1 OVERFIT TEST. We overfit T5-PLM-
single on 1,000 perturbed and, separately, 1,000
unperturbed sentences for 800 epochs. Both re-
duce loss to ~0.8 by epoch 800, with oscillation
throughout, and show no difference in convergence
(Appendix D, Figure D2). T5 therefore fits per-
turbed text as readily as unperturbed text when
given enough exposure per example.

ZEROED ENCODER TEST. Replacing the en-
coder output with a zero matrix changes the de-
coder’s output, confirming the decoder reads the
encoder rather than bypassing it. This locates the
failure in the encoder representations.

ENCODER COSINE SIMILARITY. We tested
whether those representations distinguish inputs at
all, computing cosine similarity between encoder
hidden states for fifty randomly sampled sentence
pairs after Stage 1; a value near 1.0 means the en-
coder returns nearly identical states for different
inputs, passing the decoder no information about
sentence content. T5-SC yields 0.989, T5-PLM-
single 0.998, and T5-PLM-double 0.996, against
0.822 for a randomly initialized encoder (Appendix
D, Table D2). The trained encoders are therefore
less discriminative than an untrained one.

ATTENTION ENTROPY. To identify the reason
for the encoder collapse, we measured the mean
attention entropy per head across encoder layers
after Stage 1. Maximum possible entropy varies
with sequence length and averages 3.47 over the
evaluation sentences; a randomly initialized en-
coder yields 3.65, close to that maximum. All three
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Figure 2: Reconstruction performance of GPT-2 Small
(mean over 5 seeds) and GPT-2 Medium (single seed)
on LOCALSHUFFLE, FULLSHUFFLE and PARTIALRE-
VERSE at BPE-level perturbations. A table with the
results can be seen in Appendix E , Table E3.

trained TS5 models fall to between 0.10 and 0.22
by the first measured checkpoint (step 600) and
stay flat thereafter (Appendix D, Figure D3), a 96%
reduction relative to random initialization. At these
values each head places nearly all of its weight on
a few tokens regardless of input.

Taken together, the encoder’s attention entropy
collapses within the first 600 steps of Stage 1
and never recovers, and its hidden states are near-
identical across inputs from that point onward. The
collapse occurs under every pretraining objective,
matching scheme, optimizer, and fine-tuning data
quantity we tested, while GPT-2 Medium shows
no comparable behavior under identical data and
compute.

4.3 Scale: uneven gains across perturbations
(RQ4)

We compare the GPT-2 Small run of Mohammadi
et al. (2026) against our GPT-2 Medium at BPE-
level tokenization (Figure 2). The comparison
covers LOCALSHUFFLE, FULLSHUFFLE and PAR-
TIALREVERSE, the three perturbations for which
they report reconstruction results. Scaling im-
proves all three, but the size of the gain varies
sharply. PARTIALREVERSE gains most (+0.25
EM), while LOCALSHUFFLE (+0.02) and FULL-
SHUFFLE (+0.06) gain little on Exact Match.

For FULLSHUFFLE, BLEU and Dependency
Triple F1 rise (0.04 — 0.22 and 0.15 — 0.39) while
EM stays near zero. The same pattern holds for
LoCALSHUFFLE (EM +0.02, BLEU +0.10, Dep-
F1 +0.07). PARTIALREVERSE, which already ex-
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ceeded 0.50 EM at Small, reaches 0.77 EM at
Medium, and its lead over LOCALSHUFFLE widens
from 0.27 EM at Small to 0.50 at Medium (Figure
2). Predicted ADL remains close to the natural-
English value (/3.16) across perturbations at both
sizes. The EM gains exceed the standard deviations
reported by Mohammadi et al. (2026).

4.4 Sentence length (RQS5)

Mohammadi et al. (2026) reported a length effect
between two corpora of different average length
(bnc-spoken and Gutenberg). Because that com-
parison varies corpus and length together, we mea-
sure length within Gutenberg alone, comparing the
lengths of sentences GPT-2 Medium reconstructs
against those it fails on (Appendix F, Table F1).

Under every perturbation, reconstructed sen-
tences are shorter than failed ones, but the length
the model tolerates tracks how much locality sur-
vives. FULLSHUFFLE recovers only very short
sentences, with a median of 36 characters and no
reconstruction exceeding 85. LOCALSHUFFLE re-
constructs to a median of 67 characters, and PAR-
TIALREVERSE and FULLREVERSE to medians of
138 and 129 characters.

5 Discussion

We asked whether reconstruction of locality-
disrupted input generalizes across architecture
families and whether it improves with model size.
The two axes gave very different answers. Recon-
struction did not transfer to the encoder-decoder
architecture under our conditions, and a single
increase in decoder-only model size improved
reconstruction unevenly, in a way that tracks how
much local structure each perturbation leaves
intact.

Architecture

The architecture axis was built to test whether an
encoder-decoder, reading the input bidirectionally,
reconstructs better than a decoder-only model.
That prediction could not be tested, because every
TS5 condition failed to reconstruct at all while
GPT-2 Medium recovered all four perturbations.
The obstacle lies upstream of any bidirectional
advantage, in whether the architecture can be
trained on such input from scratch at this data
scale. The diagnostic chain locates it: not the
optimizer, not the fine-tuning data, and not the
perturbations themselves, which T5 learns given



enough exposure per example, but an attention
entropy collapse in the encoder during pretraining.
Zhai et al. (2023) describe the same collapse as
a failure mode of transformer training, where it
manifests as instability; in our setting it leaves
the encoder producing representations that carry
no information about the input. GPT-2 shows no
comparable failure under the same conditions,
which is what one would expect of an architecture
that does not depend on an encoder to build
representations first, though our experiments do
not test that explanation directly.

The three TS5 conditions show that the failure
is not an artifact of one configuration. Because
all three failed at pretraining, the comparisons
they were designed to support cannot isolate
the effect of objective or supervision quantity;
what they show instead is that no setting we
tested let TS escape collapse. If the pretraining
objective were the main cause, prefix LM, being
structurally closer to GPT-2 Medium’s causal
LM, should have outperformed span corruption,
and it did not. The failure is consistent with
evidence that encoder-decoders need more data
before the encoder becomes useful (Khandelwal
et al., 2019; Ogundepo et al., 2022), and with
the encoder-decoder advantage of Raffel et al.
(2020) having been obtained under far larger
budgets than ours. The barrier is therefore one of
trainability under these conditions, not a limit of
the architecture itself, and whether bidirectional
encoding aids reconstruction remains open.

Scaling

Scaling the decoder-only model improved recon-
struction, but not evenly. PARTIALREVERSE,
which preserves the most local order, gained the
most from added capacity, while LOCALSHUFFLE
and FULLSHUFFLE barely moved on Exact Match.
Their BLEU and Dependency Triple F1 rise
sharply nonetheless, and predicted ADL stays
close to natural English throughout. Where
information locality is disrupted, then, extra
capacity yields well-formed sentences rather than
recovery; where more of the locality is retained,
the same capacity translates into reconstruction.
Scaling laws describe how performance improves
with size without reference to what the input
contains (Kaplan et al., 2020). Reconstruction
does not follow that pattern: the gain depends on
the perturbation, and the gap between the easiest
and hardest widens rather than closing.
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The length effect is bounded by the same con-
straint. Within a single corpus, the length a model
can reconstruct scales with how much locality sur-
vives the perturbation: FULLSHUFFLE recovers
only its shortest sentences, while the reversals re-
cover ones several times longer. Mohammadi et al.
(2026) observed a length effect between two cor-
pora of different average length; our result locates
it in the perturbation rather than the corpus, and
offers an explanation for why their FULLSHUFFLE
reconstruction collapsed on the longer corpus.

6 Conclusion

This study shows that reconstruction of locality-
disrupted input does not generalize across architec-
ture families under our training conditions, and that
scaling within the decoder-only family improved
reconstruction unevenly. The encoder-decoder re-
sult should be interpreted as a failure of trainability
under low-resource conditions, not as evidence that
the architecture lacks the capacity to reconstruct.
Because the encoder never learned to build infor-
mative representations, coinciding with an early
attention entropy collapse during pretraining, the
question of whether bidirectional access benefits re-
construction performance remains open. The scal-
ing result shows that added capacity helps more
where local word order survives the perturbation
than where it is destroyed.

These findings matter for the impossible-
language line of research, where claims about lan-
guage models, including statements on whether
such models reflect properties of human language,
have rested almost entirely on one architecture and
one scale. Together, our findings show that archi-
tecture and scale should not be considered neutral
methodological choices and conclusions should be
framed accordingly. The diagnostic chain used to
locate the encoder-decoder failure further provides
a reusable procedure for distinguishing trainability
failures from architectural and capacity limits in
low-resource training.

7 Limitations

Our central negative result is bounded by the
regime in which it was obtained. T5-base was
pretrained from scratch on approximately 100M
tokens, far below the budget under which Raffel
et al. (2020) established the architecture, and we
did not conduct a hyperparameter search: all three
T5 conditions share one recipe, varied only by the



optimizer ablation reported in §4. We therefore can-
not rule out that a different learning rate, warmup
schedule, or initialization would avoid the collapse.
The finding should be read as showing that the
encoder-decoder family fails under conditions in
which the decoder-only family succeeds, not that
it must fail, and whether the collapse persists at
larger data scale remains open.

Our diagnostics identify attention entropy col-
lapse but do not test an intervention against it, as
each candidate fix requires retraining from scratch.
As the collapse may be attributed to an interac-
tion between T5’s training dynamics and the con-
ditions of this study, it is left open whether this
failure persists at a larger data scale. An architec-
tural intervention is proposed in the literature to
prevent attention entropy collapse in a 100-layer
encoder-decoder model. Zhai et al. (2023) show
that spectral normalization of the linear layers pre-
vents collapse. Whether this intervention would
enable successful T5 pretraining on impossible lan-
guages at BabyLLM data scale for a 12-layer model
is an open question that we leave to future work.
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A Experimental design

This appendix gives the full design of the T5-base
pretraining conditions introduced in §3.3 and of the
GPT-2 scaling comparison.

Step counts. Both models process approxi-
mately 1.57B tokens in Stage 1: GPT-2 Medium in
3,000 steps at sequence length 1,024, and T5-base
in 6,000 steps at sequence length 512, the shorter
length following from T5’s positional-embedding
range. T5-PLM-double is trained for 12,000 steps,
matching GPT-2 Medium on decoder-supervised
tokens rather than tokens seen and therefore pro-
cessing roughly twice the data.

Prefix-LM split. For the prefix-LM conditions,
each sentence is split at a point k£ sampled uni-
formly at random; the encoder reads the tokens
up to k as a bidirectional prefix and the decoder
generates the remainder autoregressively. Because
k is uniform, the decoder is supervised on approxi-
mately 50% of tokens in aggregate. For T5-PLM-
double the split is resampled on each pass, so the
additional data exposure consists of different prefix—
target decompositions of the same sentences rather
than repeated identical examples.

Excluded condition. A fourth condition,
span corruption matched on decoder supervision
(T5-SC-double), is excluded from this research
due to computational constraints and overfitting
risk, as it requires the model to train approximately
6.7 x longer than GPT-2 Medium to compensate
for the 15% supervision rate.

Experimental design
Had the T5 models trained successfully, the
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following comparisons would isolate each source
of variation. Because all T5 conditions failed to
reconstruct (§4), none of these comparisons can
be evaluated here. We set out the design in full
because it applies directly to future work: if the
trainability barrier identified in §4 is overcome,
these comparisons isolate the effects this study
could not measure.

A.0.1 Effect of model architecture

This section sets out the experimental design
for comparing the encoder-decoder architecture
(T5-base) against the decoder-only architecture
(GPT-2 Medium) on the task of reconstructing
impossible languages. The three-condition T5
design introduced in §3.3 allows cross-architecture
comparison to be examined under two matching
schemes and additionally allows the effects of
pretraining objective and decoder supervision
quantity to be isolated within T5. The architecture
comparison therefore decomposes into four
experiments, each isolating one source of variation
while holding the others constant.

Experiment 1: matched token exposure

1A. GPT-2 Medium vs. T5-SC

The comparison between GPT-2 Medium and
T5-SC holds total pretraining tokens constant
across the two architectures. GPT-2’s causal
LM supervises 100% of tokens, while T5’s
span-corruption supervises approximately 15%.
This contrast asks whether TS5 is competitive with
GPT-2 Medium when the two are matched on data
exposure but TS receives substantially less token
supervision.

1B. GPT-2 Medium vs. T5-PLM-single

The comparison between GPT-2 Medium and
T5-PLM-single also holds total pretraining
tokens constant but compares GPT-2’s causal
LM to prefix-LM rather than span corruption.
The decoder supervision rate gap is smaller:
prefix-LM supervises approximately 50% of
tokens, compared to span corruption’s 15%. This
contrast asks whether T5’s performance shifts
when the pretraining objective is closer in structure
to GPT-2’s.

Experiment 2: matched token supervi-
sion The comparison between GPT-2 Medium and
T5-PLM-double holds total decoder supervision
constant across the two architectures. Both models
receive gradient signal on the same number of
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tokens in absolute terms across training, but TS
sees the pretraining corpus approximately twice
as many times to reach that supervision quantity.
This contrast asks whether T5 is competitive with
GPT-2 Medium when supervision is matched but
data exposure is not.

The three cross-architecture comparisons
are complementary because each holds a different
quantity constant and leaves a different quantity
confounded: T5-SC matches data but leaves a large
supervision gap, TS-PLM-single matches data with
a smaller supervision gap, and T5-PLM-double
matches supervision at the cost of data exposure.

Experiment 3: effect of pretraining objec-
tive (within T5) The comparison between T5-SC
and T5-PLM-single holds architecture, parameter
count, and total exposure constant, and varies
only in pretraining objective.  This contrast
isolates the effect of pretraining objective on
the reconstruction task and tests whether closer
alignment in pretraining and fine-tuning tasks
translates into better performance.

Experiment 4: effect of decoder supervi-
sion quantity (within T5) The comparison
between T5-PLM-single and T5-PLM-double
holds architecture, parameter count, and pretrain-
ing objective constant, and varies only in the
amount of decoder supervision. This contrast
isolates the effect of supervision quantity on the
reconstruction task and tests whether additional
decoder supervision improves T5’s performance
under the prefix LM objective.

A.0.2 Effect of model size

This section sets out the experimental design for
comparing GPT-2 Small with GPT-2 Medium on
the task of reconstructing impossible languages.

Experiment 5: effect of model size The
comparison between GPT-2 Small and GPT-2
Medium holds architecture, objective, perturbation
level (BPE), training recipe and data constant,
and varies only in scale. This isolates the effect
of model size on reconstruction performance and
tests whether performance scales with model size.
The comparison is restricted to LOCALSHUFFLE,
FULLSHUFFLE and PARTIALREVERSE, the three
perturbations for which Mohammadi et al. (2026)
report reconstruction results.
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Table A1l shows an overview of every model
comparison.



Comparison Held constant

Tests

1A. GPT-2 Medium vs. T5-SC Tokens seen

Architecture & objective (exposure-matched)

1B. GPT-2 Medium vs. T5-PLM-single | Tokens seen

Architecture & objective (exposure-matched)

2. GPT-2 Medium vs. T5-PLM-double

Decoder supervision

Architecture & objective (supervision-matched)

3. T5-SC vs. T5-PLM-single

Tokens seen, architecture

Pretraining objective within same architecture

4. T5-PLM-single vs. T5-PLM-double

Architecture, objective

Decoder supervision quantity

5. GPT-2 Medium vs. GPT-2 Small Tokens seen

decoder-only scaling (exposure-matched)

Table Al: Architecture comparisons in Stage 2 evaluation. Each row isolates one source of variation by holding the

others constant.

B Training details

Perturbation details

We use published seeds from Kallini et al. (2024)
for all four perturbations (0 for LOCALSHUFFLE,
57 for FULLSHUFFLE, 21 for both PARTIALRE-
VERSE and FULLREVERSE). The implementations
at BPE-level are identical to the reference code of
Kallini et al. (2024) with one deviation. Their code
applies the same permutation every window in a
sentence rather than an independent permutation
per window for LOCALSHUFFLE. We instead
sample an independent permutation per window,
matching the implementation of Mohammadi et al.
(2026) while preserving reproducibility.

Stage 1 pretraining implementation details

Stage 1 hyperparameters are shown in Table B1.
All models were pretrained using transformer mod-
els from Hugging Face with PyTorch on NVIDIA
H100 GPUs. Step counts are set so both models
process approximately the same total tokens during
Stage 1 ( 1.57B): GPT-2 Medium for 3,000 steps at
sequence length 1,024, T5-base for 6,000 steps at
sequence length 512. The difference in sequence
length reflects the positional embedding range of
each model.

GPT-2 Medium uses a linear warmup and de-
cay schedule. T5-base uses a constant learning
rate schedule with warmup, which deviates from
the inverse square root schedule of Raffel et al.
(2020). This setting was chosen for training sta-
bility at this scale. Warmup steps for T5-base
are set to 120, matching the ratio of Raffel et al.
(2020) of approximately 2% of total steps (10,000
of 524,288). Full configuration files are avail-
able on https://anonymous.4open.science/r/
Impossible-reconstruction-33ED.
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Table B1: Stage 1 hyperparameters. T5-PLM-double
uses identical settings to T5-SC and T5-PLM-single
except for 12,000 steps and 240 warmup steps.

GPT-2 Medium  T5-base
Optimizer AdamW Adafactor
Learning rate 6e-4 le-2
Warmup steps 300 120
Weight decay 0.01 0.01
Max grad norm 1.0 1.0
Steps 3,000 6,000
Sequence length 1,024 512
Batch size 512 512
Precision bf16 fp32

Stage 2 fine-tuning implementation details
GPT-2 Medium is fine-tuned with the causal LM ob-
jective under a fixed prompt template that includes
both the perturbed input (A’) and its reconstruction
target (A):

Fix this text: <impossible_text>
Corrected: <possible_text><|endoftext|>

Following Mohammadi et al. (2026), prompt
tokens up to and including “Corrected:” are
masked with label —100. This ensures that the loss
is computed only on the target sentence A and the
end-of-text token.

All models were fine-tuned using the same
infrastructure as Stage 1. Both architectures use
AdamW with a cosine schedule. GPT-2 Medium
settings are mostly based on Mohammadi et al.
(2026). T5-base uses fp32 precision without
label smoothing as T5 produces NaN with label
smoothing enabled for fine-tuning. Stage 2
hyperparameters are shown in Table B2.


https://anonymous.4open.science/r/Impossible-reconstruction-33ED
https://anonymous.4open.science/r/Impossible-reconstruction-33ED

Table B2: Stage 2 hyperparameters. Settings are identi-
cal across all T5 models (T5-SC, T5-PLM-single, T5-
PLM-double)

GPT-2 Medium  T5-base
Optimizer AdamW AdamW
Learning rate 2e-5 le-4
Warmup steps 500 500
Weight decay 0.01 0.01
Max grad norm 1.0 1.0
Steps 5,000 5,000
Batch size 512 512
Label smoothing 0.1 0.0
Precision bf16 p32
Max length 512 512
Data seed 123 123

C Stage 1 perplexity curves

Stage 1 perplexity curves for GPT-2 Medium and
all TS variants across the four perturbations are
shown in Figures C1, C2, C3, and C4. GPT-2
Medium shows a consistent downward trend across
all conditions. All T5 variants show oscillating per-
plexity with no downward trend throughout train-

ing.
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Figure C1: Stage 1 perplexity curves for GPT-2 Medium
(word-level) across all four perturbations.
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Figure C2: Stage 1 perplexity curves for T5-SC across
all four perturbations.
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Figure C3: Stage 1 perplexity curves for T5-PLM-single
across all four perturbations.
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Figure C4: Stage 1 perplexity curves for T5-PLM-
double across all four perturbations.

D Diagnostic experiments TS failure

This appendix reports the full results of the diagnos-
tic experiments described in §4. Table D1 shows
the failure of every T5 model.

Pert. Model EM | BLEU | Dep-F1 | ADL
GPT2M [0.30] 0.80 0.86 | 3.23
Local | T5-SC 0.00 | 0.00 0.00 | 3.83
Shuffle | T5-PLM-s | 0.00 | 0.01 0.00 | 2.99
T5-PLM-d | 0.00 | 0.01 0.00 | 8.44
GPT-2M |[0.13| 0.33 046 | 3.18
Full | T5-SC 0.00 | 0.00 0.00 | 3.74
Shuffle | T5-PLM-s | 0.00 | 0.01 0.00 | 8.26
T5-PLM-d | 0.00 | 0.01 0.00 | 4.53
GPT2M |[0.80] 097 098 | 3.15
Partial | T5-SC 0.00 | 0.01 0.00 | 3.47
Reverse | T5-PLM-s | 0.00 | 0.01 0.00 | 4.94
T5-PLM-d | 0.00 | 0.01 0.00 | 4.36
GPT2M |[0.82] 097 097 | 3.25
Full | T5-SC 0.00 | 0.01 0.00 | 3.86
Reverse | T5-PLM-s | 0.00 | 0.00 0.00 | 5.57
T5-PLM-d | 0.00 | 0.01 0.00 | 5.57

Table D1: Architecture comparison at word-level per-
turbations. (ADL of natural English ~ 3.16). Abbrevia-
tions are used: GPT-2 M = GPT-2 Medium, T5-PLM-s
= T5-PLM-single, T5-PLM-d = T5-PLM-double

T5-SC optimizer ablation
T5-SC was retrained on LOCALSHUFFLE with



AdamW, learning rate le-3, cosine schedule and
300 warmup steps, with all other settings identical
to T5-SC (Appendix B). T5-SC v2 stabilizes but
plateaus immediately at approximately 4.62 with
no learning across 6,000 steps. This optimizer ab-
lation shows that training instability is not the main
cause of T5’s failure.
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Figure D1: Stage 1 evaluation loss curves for T5-SC vl
(Adafactor, LR=1e-2, constant schedule) and T5-SC v2
(AdamW, LR=1e-3, cosine schedule) on LocalShuffle.
T5-SC vl oscillates throughout training.

Encoder cosine similarity

Mean cosine similarity between encoder hidden
states for fifty randomly sampled sentence pairs,
computed after Stage 1 training. A randomly ini-
tialized T5 encoder is included as a baseline.

Table D2: Mean encoder cosine similarity after Stage 1
training.

Model Mean Std

Random init T5  0.8222 0.0921
T5-SC 0.9889 0.0125
T5-PLM-single  0.9982 0.0016
T5-PLM-double 0.9958 0.0060

Stage 1 overfit test

Figure D2 shows training loss over 800 epochs for
T5-PLM-single trained on 1,000 LocalShuffle sen-
tences and 1,000 natural English sentences without
dropout or weight decay to overfit the models. Both
conditions reduce training loss to approximately
0.8 with oscillation throughout, with no clear visi-
ble difference between the two conditions.
Attention entropy trajectories

The mean attention entropy per head across encoder
layers at each Stage 1 checkpoint for T5-PLM-
single is visualized for LOCALSHUFFLE.
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Figure D2: Stage 1 overfit test: training loss over 800
epochs for T5-PLM-single on 1,000 impossible and
1,000 natural English sentences.
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Figure D3: The mean attention entropy per head across
encoder layers at each Stage 1 checkpoint for T5-PLM-
single for LOCALSHUFFLE. The maximum possible
entropy varies with sequence length and averages 3.47
across the sentences used in this evaluation. A randomly
initialized encoder yields 3.65.

E Scale comparison results

Table E3 gives the results of the scaling comparison
visualized in Figure 2.



Perturbation | Model EM BLEU Dep-F1 ADL

GPT-2 Small 0.254+0.002 0.68 +0.001 0.77 £ 0.002 3.16 = 0.009
LocalShuffle

GPT-2 Medium | 0.27 0.78 0.84 3.18

GPT-2 Small 0.01 +0.001 0.04 +0.001 0.154+0.002 3.194+0.006
FullShuffle

GPT-2 Medium | 0.07 0.22 0.39 3.20

. GPT-2 Small 0.524+0.004 0.79 +0.001 0.84 +0.002 3.16 +0.008

PartialReverse

GPT-2 Medium | 0.77 0.96 0.97 3.16

Table E3: Scaling comparison: reconstruction performance of GPT-2 Small (Mohammadi et al. (2026); mean = std
over five seeds) and GPT-2 Medium (single seed) at BPE-level tokenization. The comparison is restricted to the

three perturbations that Mohammadi et al. (2026) reported.

F Sentence length and reconstruction

For each perturbation, we split the 1,000 Gutenberg
evaluation sentences into those GPT-2 Medium re-
constructed exactly (EM=1) and those it did not
(EM=0), and report the length distribution of each
group. Lengths are in characters of the original
sentence. Table F1 shows that reconstructed sen-
tences are consistently shorter than failed ones, and
that the length tolerated under success grows as the
perturbation preserves more locality.

Table F1: Character length of reconstructed (EM=1)
vs. failed (EM=0) sentences per perturbation, on the
1,000 Gutenberg evaluation pairs (GPT-2 Medium, BPE
level).

G.2 GPT-2 Medium examples

Table G3 shows the predictions of GPT-2 Medium
on BPE level perturbations. This shows the differ-
ence in reconstruction difficulty.

Perturbation Group n  Median Mean Min Max
Success 71 36 38 13 85
FULLSHUFFLE .
Failure 929 168 273 9 4209
Success 275 67 91 9 400
LOCALSHUFFLE .
Failure 725 219 320 17 4209
Success 658 129 177 9 1098
FULLREVERSE .
Failure 342 270 410 17 4209
Success 782 138 193 9 1525
PARTIALREVERSE .
Failure 218 320 486 19 4209

G Reconstruction examples

G.1 TS5 examples

Table G2 shows the predictions of the TS models
for one example sentence across the four perturba-
tions. The predictions are shown to be repetitive
and uninformative. The output also shows that the
models memorized tokens from pretraining: MOT
and CHI are speaker labels from the CHILDES tran-
scripts in the BabyLLM pretraining corpus, where
MOT stands for the mother’s turn to speak and CHI
for child’s turn to speak.
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Model

LocalShuffle

FullShuffle

PartialReverse

FullReverse

Original

”Well, it’s all there in
the house now, but you’d
have to be a good deal
smarter than any one I
know to see it.”

”Well, it’s all there in
the house now, but you’d
have to be a good deal
smarter than any one I
know to see it.”

”Well, it’s all there in
the house now, but you’d
have to be a good deal
smarter than any one I
know to see it.”

”Well, it’s all there in
the house now, but you’d
have to be a good deal
smarter than any one I
know to see it.”

Perturbed

it’s ”Well, all the there
in now, house but you’d
have to good a be than
smarter deal one any I to
see know it.”

one "Well, to any you’d
house there good a the
now, in all it’s have
smarter but than be I it.”
to see deal know

”Well, it’s all there in
the house now, but you’d
have to be a good deal
smarter than any E it.”
see to know I one

it.” see to know I one E
any than smarter deal
good a be to have you’d
but now, house the in
there all it’s "Well,

T5-SC

T, theaa aa

Relevan Relevan Rel-
evan Relevan Relevan
Relevan Relevan Rel-
evan Relevan Relevan
Relevan Relevan Rel-
evan Relevan Relevan
Relevan. Relevan Rele-
van Relevan Relevan

R.RRa.

aR.RR.RT:RaaR.a.
R

T5-PLM-single

a a a the to, the and a, he
a, was a a the of a. a the
a the of the of the and

a a a the the a and a the
the a a was the the the a
the a *MOT: ah, a a

.RaaaaRa’saawas
aatotheaRa’s awas

a *MOT: R *MOT: R .R
*MOT: R *MOT: R aR
*MOT:

T5-PLM-double

aaaaaaheheaaaaa
a*MOT:aaaa

aa. ayouaahehe’s, a.
a*CHIl:aa

aaa R aahe’t. Rah. Ra
ah.Ra,. Ra

a a and R *MOT: R
*MOT: R *MOT: R
*MOT: R a *CHI: R

Table G2: TS5 reconstruction predictions at the best EM checkpoint for one example sentence across all four
perturbations. All TS variants achieve EM = 0.00 on every perturbation. Green marks contiguous spans of words
matching the original sentence; red marks differences.
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LocalShuffle

FullShuffle

PartialReverse

FullReverse

Original ”Well, it’s all there in  “I never believed there = “Thank ’ee kindly, sir, “Dear me! Then I must
the house now, butyou’d  was such a good woman  but don’t ’ee go against ask the driver to come
have to be a good deal in this world!” the law. The law be a ter-  to the house. My notes
smarter than any one I rible creature.” are in my dressing-case.
know to see it.” One cannot be too care-

ful”

Perturbed Well,” it all’s the there in  never a wasl there good ~ “Thank ’ee kindly, sir, .” careful too be cannot
now house, but you’dto  such believed woman but don’t ’ee go against One .case- dressing
be have a good deal any  this world! in the law. The@.” crea- My in are notes My .
smarter than one know I ture terrible a be law house the to come to
it see to.” driver the ask must I

Then ! meDear”

Prediction “"Well, it’s the in bed- “Iwas a very good thing “Thank you’ee kindly, “Oh, I shall go to me
room, and you’d better  to be a very good thing.”  sir, sir, and don’t ’ee go  to the cab-room. And I
get a good deal of it.” against the law. The law  am not go to the kitchen-
”What’s the matter, any- is law. The law is law room. If [ can’t be a lit-
way?” tle little pocket.

Checkpoint step 200 step 200 step 200 step 200

Prediction “Well, it’s all in the “Inever knewinsucha “Thank ’ee kindly, sir, “Dear me! Then I must
house now, but you’d good world!” was there  but don’t ’ee go against  ask the driver to come
have to be a good deal a woman. the law. The law is a ter-  to the house. My notes
any than smarter one | rible creature.” are in my dressing-case.
know to see it.” One cannot be too care-

ful.”

Checkpoint step 600 step 800 step 600 step 600

Prediction “"Well,it’s all there in the ~ “I never believed such  “Thank ’ee kindly, sir, “Dear me! Then I must
house , now but you’dbe a good woman in this but don’t ’ee go against ask the driver to come.
to have a good deal than ~ world!” the law. The law isater- My notes are in my
any smarter one I know rible creature.” dressing-case. One can-
it to see.” not be too careful.”

Checkpoint step 800 step 1400 step 800 step 800

Prediction “Well, it’s all there in  “I never believed there “Thank ’ee kindly, sir, “Dear me! Then I must
the house now, butyou’d  was such a good woman  but don’t ’ee go against  ask the driver to come
have to be a good deal in this world!” v/ the law. The law be a ter-  to the house. My notes
smarter than any one I rible creature.” v/ are in my dressing-case.
know to see it.” v One cannot be too care-

ful” v

Checkpoint step 1000 step 2000 step 1200 step 1000

Table G3: GPT-2 Medium (BPE) reconstruction at selected checkpoints for one example sentence per perturbation
type. Green marks contiguous spans of words matching the original sentence; red marks differences.
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