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Abstract

Rotary positional encoding (RoPE) supplies at-
tention with relative-position information. We
ask how language modelling changes when its
position indices are distorted while the model
architecture and training token stream remain
fixed. We compare standard RoPE, a mono-
tone map with irregularly spaced indices, per-
mutations of contiguous blocks, a full fixed
permutation, and no positional encoding on
WikiText-103. After 10M training tokens, the
fixed permutation leaves a 124M-parameter
decoder-only model 11.36 perplexity points
worse than no encoding, with a 95% paired ¢
interval of [7.20, 15.52] over five initialization
seeds. This permutation preserves the set of
rotation angles and is identical during training
and evaluation. By comparison, the monotone
map has a mean absolute offset error of 1.25
index units over token pairs separated by at
most eight positions and recovers 93.4% of the
standard encoding’s perplexity improvement
over no encoding. Shuffling blocks of eight
positions recovers 50.5%, and the permuted-
versus-no-encoding comparison has the same
sign at 29.9M parameters. In a separate five-
seed series with a common 20M-token sched-
ule, the final permutation-minus-no-encoding
difference is 4.77 points, with a 95% paired ¢
interval of [2.54, 7.00]. These results identify a
cost of a particular fixed scrambling under low-
budget training, despite its invertible position
assignment. Moderate monotone distortion is
tolerated in this setting; invertibility alone does
not ensure an effective positional representation
at the tested budget.

1 Introduction

Language models use positional encodings to dis-
tinguish where tokens occur and how far apart they
are. Rotary positional encoding, or RoPE, intro-
duces relative offsets through rotations of atten-
tion queries and keys (Su et al., 2024). Context-
extension methods such as position interpolation
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and YaRN modify the position-to-angle map while
retaining ordered indices (Chen et al., 2023; Peng
et al., 2024). This leaves a question about the preci-
sion and organization of the positional information
needed during language-model training.

Removing an encoding does not remove every
source of position information from a decoder-only
transformer. The causal attention mask restricts
which tokens can interact, and models with no posi-
tional encoding can learn from this structure (Haviv
et al., 2022; Kazemnejad et al., 2023). A compar-
ison with that baseline can therefore distinguish
a useful positional signal from one that interferes
with learning at the same training budget.

We distort the index supplied to RoPE without
changing the architecture, initialization, optimizer,
or training batches. A fixed random permutation
keeps the same set of position indices and rotation
angles but changes their assignment to tokens. Be-
cause the map remains identical at training and eval-
uation, this condition tests learning with a consis-
tent scrambled representation. A second condition
uses monotone, irregularly spaced indices. Block
permutations retain the original offsets within each
block and change relationships across blocks.

At 124M parameters and 10M training tokens,
the fully permuted condition has 11.36 higher vali-
dation perplexity than the no-encoding condition,
with a paired 95% t interval of [7.20, 15.52]. The
irregular monotone map retains 93.4% of RoPE’s
improvement over no encoding, and a block size
of eight retains 50.5%. The position permutation
is mathematically invertible, but its finite-budget
language-modelling performance is worse than
omitting the rotations.

We report paired comparisons at two model sizes,
quantify how much of RoPE’s benefit survives each
index transformation, and measure learning curves
against estimated training computation for the per-
mutation and no-encoding conditions.
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2 Positional information

Let ¢; and k; be the unrotated query and key at
token positions ¢ and j. For a fixed frequency vec-
tor w, RoPE applies a block-diagonal rotation R(t)
whose two-dimensional rotation angles are tw. Its
attention score satisfies

(R(i)q:) " (R(j)k;) = ¢ R(j — i)kj. (1)

The explicit positional contribution thus depends
on the relative offset; the queries and keys also
depend on token content and the preceding layers.

Three properties of the index map can be dis-
tinguished. Injectivity assigns a distinct index to
every position. Monotonicity preserves the order-
ing of those indices. Uniform spacing makes their
differences proportional to token offsets. These
properties concern the indices before rotation: sine
and cosine are periodic, and their values are not
themselves monotone in the position index.

A fixed permutation preserves injectivity but gen-
erally changes both ordering and spacing. A strictly
increasing irregular map preserves order while
changing spacing. Neither construction changes
the causal mask. The experiments compare the
resulting inductive biases through validation per-
plexity, rather than measuring whether internal ac-
tivations decode the position index.

3 Position-index controls

For a context of length T' = 512, let p map token
positions {0, ...,7 — 1} to the indices used to con-
struct RoPE angles. Each map is drawn once with
seed 777 and reused at every training and evalua-
tion step. The same map is used for all initialization
seeds.

Preserved quantities. All conditions have the
same trainable parameters, optimizer settings and
training batches. Every RoPE condition performs
the same operations after its rotation table has been
precomputed. Full and block permutations pre-
serve the multiset of absolute position angles. They
also preserve the multiset of absolute index differ-
ences over all distinct pairs, because they relabel a
complete set of positions. They change which to-
ken pairs receive those differences, including their
signs over causal pairs. The monotone condition
preserves neither the original index multiset nor the
original angle multiset. The no-encoding condition
omits the rotations and therefore uses slightly fewer
operations.

Offset distortion. For a set S of causal pairs

i > j, define
1
D(S)=@ > p()) = p(G) = = 4). @
(i,5)€S

We enumerate this quantity over all causal pairs,
and separately over pairs with 1 < ¢ — 35 < 8.
The latter is the short-range distortion used in the
abstract. It is an average absolute error, not a
maximum-error guarantee.

Conditions. rope uses p(t) = t. rope_mono
sorts a random subset of 7" indices drawn without
replacement from {0, ...,47 — 1} and rescales its
endpoints to [0, 7 — 1]. Its mean absolute causal
offset is 169.7, compared with 171.0 for standard
RoPE; endpoint rescaling therefore approximately
matches the average scale. Its short-range distor-
tion is 1.25 index units.

rope_Jb1lk B partitions the index sequence into
contiguous blocks of size B and permutes the
blocks, preserving order inside each block. We
use B € {128, 32, 8}, with short-range distortions
of 4.54, 19.86 and 103.71 units, respectively. Off-
sets crossing a block boundary can change even
when tokens are fewer than B positions apart.
rope_perm uses a full random permutation, with
short-range distortion 168.34 units. nope omits
RoPE and retains the causal mask.

4 Experimental setup

Model and corpus. The main model is a decoder-
only transformer with 12 layers, 12 attention heads,
hidden width 768, context length 512, root mean
square normalization (RMSNorm) before each sub-
layer, Gaussian error linear unit (GELU) feed-
forward layers, and tied input/output embeddings.
It has 123,551,232 trainable parameters, including
84,953,856 outside the token embedding. We refer
to it as the 124M model. The second model has six
layers, six heads, width 384, and 29,920,512 param-
eters. Both use the GPT-2 byte-level byte-pair tok-
enizer with vocabulary size 50,257. WikiText-103
(Merity et al., 2017) supplies 117,920,428 train-
ing tokens and 247,289 validation tokens after to-
kenization. Training samples random contiguous
512-token contexts with replacement; each context
resets its positional indices.

Training and evaluation. For the main compari-
son, each model processes 9,994,240 tokens over
1,220 updates, which we round to 10M tokens. The



effective batch is 8,192 tokens. The AdamW opti-
mizer with decoupled weight decay uses learning
rate 6 x 10~%, 100 warmup updates, cosine decay
to 6 x 1075, (81, B2) = (0.9,0.95), weight decay
0.1, and gradient norm clipping at 1.0. Dropout
is zero. Models run in bfloat16 on an RTX 5090.
Validation perplexity is the exponential of mean
token cross-entropy over 640 sampled contexts, or
327,680 tokens, drawn with replacement from the
validation split using a fixed seed. Lower perplexity
is better.

Pairing and uncertainty. All conditions use ini-
tialization seeds O through 4 and a separate data
generator with seed 1234, so corresponding runs
start with identical weights and every run sees the
same token batches. Validation uses seed 99. Inter-
vals for perplexity differences are two-sided 95%
Student ¢ intervals across the five paired seed dif-
ferences. They describe initialization variability
conditional on the shared data order and position
map. We define recovered benefit as
100 nove — Pa_
P nope P rope

) 3)

where P, is mean perplexity for condition a. For
this ratio of paired means we use 95% Fieller ¢
intervals, retaining numerator—denominator covari-
ance. These intervals assume approximately nor-
mal seed-level observations and are marginal, with-
out a multiple-comparison adjustment.

Computation. With L layers, hidden width d,
vocabulary size V, context length 7', and D pro-
cessed tokens, we report the reference dense-matrix
training estimate

C(D) = D [6(12Ld* + Vd) + 12LTd] . (4)

A multiply and an add each count as one floating-
point operation (FLOP). The expression includes
forward and backward linear projections, the vo-
cabulary projection, and attention matrix products.
RoPE adds 12LdD multiply/add operations for
query/key rotations and their gradients, less than
0.02% here. Changing the position table adds no
per-token operations. This is an arithmetic account-
ing convention, not a measurement of executed
GPU operations. Appendix C derives it and spec-
ifies excluded operations. At the original 10M-
token budget it gives 7.974 petaFLOPs for the
124M model and 1.935 petaFLOPs for the 29.9M
model without rotations; one petaFLOP is 10'5
FLOPs.
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5 Results

Fixed permutation versus no encoding. Table 1
reports the 124M-model comparison after 10M
training tokens. The fixed permutation yields mean
perplexity 196.51, compared with 185.15 for nope.
Its paired excess is 11.36 points, with a 95% t inter-
val of [7.20, 15.52]. Every seed has the same sign.
This effect occurs with one map reused throughout
training and evaluation, with unchanged parameter
count and rotation-angle multiset relative to stan-
dard RoPE.

Monotone and block distortions. The irregu-
lar monotone condition has perplexity 130.41 and
retains 93.4% of the standard encoding’s improve-
ment over nope. Its short-range offset error av-
erages 1.25 index units. Block sizes 128, 32, and
8 retain 98.0%, 75.3%, and 50.5%, respectively.
Within this block family, smaller blocks retain less
of RoPE’s benefit. Across all conditions, mean dis-
tortion alone does not order performance: block128
retains more benefit than the monotone map despite
a larger short-range error of 4.54 units. Figure 1
shows these conditions separately and the valida-
tion loss across positions in the context window.

The block8 recovery of 50.5% has a 95% Fieller
interval of [47.21, 53.59]%. Preserving offsets
within eight-token blocks therefore recovers about
half of the benefit under this configuration; it does
not preserve every offset of length eight.

Perplexity versus training computation. We
train a separate paired series from initialization
with a common 20M-token cosine schedule. This
series compares rope_perm and nope at 124M
parameters, using the same five initialization seeds,
fixed permutation, training stream, and validation
contexts as above. Two microbatches of eight con-
texts accumulate into each 8,192-token update. We
evaluate after 305, 610, 1,220, and 2,441 updates,
corresponding to approximately 2.5M, 5M, 10M,
and 20M processed tokens. The final checkpoint
contains 19,996,672 tokens. Its estimated train-
ing computation is 15.956 petaFLOPs for the per-
muted condition. The 10M checkpoint lies mid-
way through this longer learning-rate schedule; it
is a separate measurement from the original 10M-
schedule endpoint in Table 1.

Figure 2 reports all four checkpoints. The
paired permutation-minus-no-encoding differences
are —0.50 points at 2.5M training tokens, with a
95% interval of [—2.28, 1.28]; 2.95 at SM [1.06,



Table 1: WikiText-103 validation perplexity after 10M training tokens at 124M parameters, five initialization seeds.
Lower perplexity is better. Distortion is mean absolute index-offset error over all causal pairs or over pairs separated
by at most eight positions. Recovered benefit is the percentage of the mean nope-to-rope perplexity gap retained,
with a 95% Fieller interval across paired seeds. Every encoded condition uses an injective index map. Dashes
indicate that nope has no index map. Standard deviation (SD) is across seeds.

offset distortion perplexity recovered benefit (%)
condition all short-range mean SD estimate 95% interval
rope 0.00 0.00 126.55 0.35 100.0 reference
rope_blk128 192.38 4.54 127.73 045 98.0 [97.33, 98.62]
rope_blk32 248.99 19.86 141.01 0.65 75.3 [73.19,77.25]
rope_blk8 232.12 103.71 155.53 0.87 50.5 [47.21, 53.59]
rope_mono 2.68 1.25 13041 0.26 934 [92.51, 94.29]
rope_perm 246.80 168.34 196.51 195 —194 [-27.74, —11.77]
nope - - 185.15 2.46 0.0 reference
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Figure 1: Positional distortion and validation loss for the 124M model after 10M training tokens. (a) Mean recovered
benefit over five seeds versus short-range mean absolute offset error, on a logarithmic horizontal axis. Standard
RoPE’s zero distortion is displayed at 0.03 for visibility. Each point is one fixed map. The points do not define a
monotone relation across map families. (b) Mean cross-entropy in eight consecutive 64-position bins of the context
window, using the same five seeds and validation sample. Lower loss is better.

4.85]; 11.81 at 10M [8.98, 14.63]; and 4.77 at 20M
[2.54, 7.00]. At the final checkpoint, mean per-
plexity is 114.52 with the permutation and 109.75
without positional encoding. The earliest interval
includes zero. A positive difference appears by
5M tokens, grows at 10M, and narrows by 20M
while remaining positive in every seed. The dif-
ference therefore depends on training stage within
this common schedule.

Second model size. At 29.9M parameters (6 lay-
ers, 6 heads, width 384), the four evaluated condi-
tions retain the same perplexity ordering (Table 2).
The permuted condition has 3.49 higher perplexity
than nope, with a paired 95% t interval of [1.99,
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5.00]. The block32 condition recovers 77.4% of
RoPE’s benefit, compared with 75.3% at 124M pa-
rameters. Both sizes receive the same number of
training tokens, giving different token-to-parameter
ratios and different computation budgets.

Greedy generation. We continue 64 held-out
prefixes of 128 tokens with 256 generated tokens
each, using separately retrained seed-0 models and
greedy decoding. Table 3 reports repetition within
these continuations. The permuted condition has
seq-rep-4 0.874 against 0.865 for nope, while
the monotone condition repeats less than standard
ROPE at this seed despite its higher perplexity. All
four models have high repetition under this low
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Figure 2: The separate 20M-token training series, evaluated at four checkpoints with five paired initialization
seeds. (a) Mean validation perplexity for the fixed permutation and no positional encoding (NoPE). (b) Their paired
perplexity difference. Bars are marginal 95% Student ¢ intervals across seeds, without a multiple-comparison
adjustment. The horizontal axis uses the dense arithmetic estimate in Equation 4; it is not measured GPU FLOPs.

Table 2: Second size: 29.9M parameters, 6 layers, 6
heads, width 384, 10M training tokens, 5 seeds. Vali-
dation perplexity, lower better; recovered is the share
of the nope-to-rope gap retained, higher better. SD
is the sample standard deviation. Four conditions were
evaluated at this size.

condition mean SD  recovered (%)
rope 159.90 0.41 100.0
rope_blk32 176.09 0.97 77.4
rope_perm 23498 1.73 —4.9
nope 231.48 1.58 0.0

training budget. This single-seed comparison de-
scribes generation behaviour alongside the repli-
cated perplexity result.

6 Discussion

The matched low-budget comparison distinguishes
information preserved by an index assignment from
information that is useful to the trained model. A
permutation of 512 positions has an inverse, yet
using that permutation in RoPE gives higher per-
plexity than omitting RoPE in both tested model
sizes. Invertibility of the assignment therefore does
not guarantee equivalent learning behaviour under
the tested optimizer and token budget.

Moderate monotone distortion retains most of
the standard encoding’s benefit. The block condi-
tions show that globally non-monotone maps can
also retain substantial benefit when they preserve
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Table 3: Degeneration under greedy decoding: 64 held-
out prefixes of 128 tokens, 256 new tokens, one seed.
seq-rep-4 is the share of generated 4-grams repeating
an earlier one; lower is better. distinct-3 is the share of
unique 3-grams; higher is better.

condition seq-rep-4  distinct-3
rope 0.800 0.170
rope_mono 0.740 0.214
nope 0.865 0.110
rope_perm 0.874 0.100

local relationships. In particular, block128 per-
forms better than the monotone condition despite
larger mean short-range distortion. The arrange-
ment of preserved offsets carries information that
this scalar summary does not capture.

For an architecture using a different positional
mechanism, these results motivate a compari-
son against both an ordered reference and a no-
encoding baseline at matched training budgets. The
experiment measures one concrete failure of fixed
scrambling in RoPE. Recurrent states, decay ker-
nels and other encoding families require their own
comparisons before the same behaviour can be at-
tributed to them.

7 Related work

Models without positional encodings. Haviv
et al. (2022) study how decoder-only language mod-
els infer position information from the causal at-



tention mask. Kazemnejad et al. (2023) compare
positional encodings for length generalization and
demonstrate the effectiveness of no positional en-
coding in their evaluated settings. These findings
motivate our nope baseline.

Randomized positions. Ruoss et al. (2023) sam-
ple and sort indices from a larger range during
training to improve length generalization on algo-
rithmic tasks. Their sorted construction is related
to our monotone irregular map, although our map
is fixed and rescaled to the original context end-
points. Their Appendix B.1 also evaluates unsorted
randomized sinusoidal encodings in an approxi-
mately 249k-parameter encoder-only transformer,
finding poor performance on several order-sensitive
tasks. Those maps are resampled during training.
We instead compare a fixed permutation of RoPE
indices with no encoding in causal language mod-
els, using matched token streams and initialization
seeds. This addresses the finite-budget effect of
a stable scrambling in a different architecture and
task setting. Mehta et al. (2026) extend random-
ized positional sampling to YaRN under a length
curriculum; our fixed-window experiment does not
evaluate context extension.

Context extension. Position interpolation (Chen
et al., 2023) and YaRN (Peng et al., 2024) adjust
the positional representation to extend context win-
dows. Their effectiveness motivates studying how
sensitive language models are to positional distor-
tions, but their training settings and transformations
differ from the fixed-map controls evaluated here.

8 Conclusion

At a low training budget, a fixed non-monotone
scrambling of RoPE increases language-model per-
plexity relative to no positional encoding, while the
tested moderate monotone distortion retains most
of standard RoPE’s benefit. The scrambled condi-
tion is worse by 11.36 perplexity points at 124M
parameters and by 3.49 points at 29.9M parameters,
over five initialization seeds at each size after 10M
training tokens. In the separate 20M-token series,
the gap reaches 11.81 points at the 10M checkpoint
and falls to 4.77 points at 20M, with a paired 95%
interval of [2.54, 7.00] at the final checkpoint. Be-
cause the permutation remains fixed throughout
training and evaluation, the result demonstrates a
finite-budget cost of a consistent, invertible position
assignment. The positional representation’s orga-
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nization affects learning even when the assigned
indices themselves lose no information.

Limitations

The experiments use WikiText-103 with about 0.08
processed tokens per parameter for the original
124M runs, 0.33 for the 29.9M runs, and 0.16 for
the extended 124M runs. These budgets do not
separate eventual learnability of the permuted rep-
resentation from its learning speed, or establish
behaviour at convergence. Each positional condi-
tion uses one map draw, so the results describe
these sampled maps rather than an average over
permutations or more extreme reorderings. The
monotone condition is measured only at 124M pa-
rameters, and other positional encoding families
and context lengths are outside the experimental
scope. Generation uses one initialization seed and
greedy decoding on 64 prefixes, so its repetition
differences are descriptive.
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A Per-seed results

Table 4 gives validation perplexity for each initial-
ization seed at 124M parameters. Seeds are paired
across conditions. The training token stream, vali-
dation sample, and position-map draw are common
to all seeds.

Table 4: Validation perplexity, every condition at every
seed, 124M parameters. Conditions share the token
stream, so columns are paired.

condition sO sl s2 s3 s4
rope 126.01 126.65 126.87 126.42 126.80
rope_blk128 127.15 128.23 127.72 127.45 128.09
rope_blk32 140.02 141.23 140.73 141.59 141.50
rope_blk8 155.28 156.95 155.36 154.59 155.48
rope_mono 130.55 130.67 130.36 129.99 130.50
rope_perm 197.65 193.37 195.89 198.17 197.46
nope 186.43 185.47 186.71 186.31 180.82

B Distortion enumeration

For a position map p, the global distortion averages
over all ¢ > j in a 512-token window. The short-
range distortion averages over 1 < ¢ — j < 8.
Both enumerate the index map directly, with no
sampling. The monotone map has mean absolute
errors of 2.68 units globally and 1.25 units over
short-range pairs. The numerical mean does not
bound individual errors.

C Training computation

Each layer has 4d? attention-projection weights
and 8d? feed-forward weights. The tied vocabulary
projection contributes V' d weights that participate
in a matrix multiplication at every token. Forward
multiplication costs approximately two operations
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per weight per token, and its input and weight gra-
dients cost four, giving the factor six in Eq. 4. The
two attention products each cost 27°%d per layer in
forward, and together with their backward products
contribute 12L7T'd per token under square-matrix
accounting. Enumerating only the causal triangle
replaces this attention term with 6 L(T" + 1)d. The
latter convention gives 7.691 and 1.865 petaFLOPs
for the 124M and 29.9M no-encoding models at
9,994,240 training tokens.

Our reference count excludes normalization,
GELU, attention softmax, cross-entropy, optimizer
updates, gradient clipping, embedding lookup and
its scatter gradient, residual additions, unary sign
changes, validation and preprocessing. It also ex-
cludes kernel padding and recomputation inside
fused attention, so it is neither a device FLOP mea-
surement nor a strict bound on one. Rotation tables
are precomputed. For each pair of coordinates,
each query or key rotation uses four multiplica-
tions and two additions in forward and again in
backward, producing the 12Ld increment per to-
ken.
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